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1 Executive Summary 

1.1 Objective of this document 

This document presents the initial exploitation plan of the ALOHA project, including the individual 

exploitation strategies from each partner of the consortium. It includes the initial analysis of the ALOHA 

ecosystem and the different markets that could benefit from the technology developed during the project. 

This market study will help us identify potential users, customers and partners that could adopt the ALOHA 

tool flow. 

To refine the exploitation plan, the different outputs of the project have been combined into exploitable 

outcomes. A specific market study for these exploitable outcomes has also been performed to better frame 

its proposed technical innovation and added value. 

The exploitation activities performed within WP6 will be tightly aligned with all ALOHA WPs, but specially 

with WP7 Dissemination and with initiatives for communicating and disseminating the outcomes of ALOHA. 

Specific sections have been dedicated to IPR management and related standards. In both cases, the contents 

presented represent a preliminary version and will be thoroughly addressed during the whole project 

lifetime. 

Finally, it is worth noting that this deliverable presents a first iteration of a robust exploitation plan that 

will be developed during the project, especially in the second version of the exploitation plan that will be 

prepared by M18. The different markets will be continuously monitored to detect any possible change in 

needs and trends. Moreover, deliverables D1.1 Report on general specifications and interface definition and 

D1.4, D1.5 and D1.6, which define the general specification of the use-cases, will help us improve the 

exploitable outcomes and, consequently, the whole exploitation plan. 

1.2 Relationships with other deliverables 

The initial exploitation plan presented in this document relates to the following future deliverables: 

• D6.2 and D6.3, which will update the current deliverable with a second and a final iteration of the 

exploitation plan for ALOHA 

• D6.4 and D6.5, which will report on the exploitation activities initially outlined in this deliverable. 

This deliverable has been prepared together with D7.2 Plan for the dissemination and communication to 

assure that both plans are totally aligned and complementary. 

1.3 Contributors 

All the ALOHA partners have contributed to this deliverable. 

1.4 Acronyms and abbreviations 

Acronym Meaning 

AI Artificial Intelligence 
ANN Artificial Neural Networks 

CNN Convolutional Neural Network 

DL Deep Learning 

DNN Deep Neural Networks 

DSE Design Space Exploration 

ER Emergency Room 

FPGA Field-Programmable Gate Arrays 
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GA Genetic Algorithm  

IoT  Internet of Things  

KPI Key Performance Indicator 

KR Key exploitable Result 

ML Machine Learning 

MVP Minimum Viable Product 

TPU Tensor Processor Unit 
WP Work Package 
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2 The ALOHA business context 
Dave Coplin, Microsoft’s chief envisioning officer, considers Artificial Intelligence (AI) the most important 

technology that anybody on the planet is working on1. Similarly, Andre Ng, adjunct Stanford professor and 

founder of the Google Brain Deep Learning Project, considers that AI is the new electricity since it has the 

same transformation power as electricity had 100 years ago2. 

Artificial Intelligence as a concept was initially coined by John McCarthy in 1955 as a neutral name among 

previous concepts such as automata theory or cybernetics3. The initial concept referred to machines that 

could perform tasks that are usually characteristic of human intelligence. For 20 years there were many 

successful projects able to solve mathematical problems or learn human languages. Nevertheless, AI 

experienced its own “winters”4 both in late 70s and late 80s, due to the lack of results that resulted in a lack 

of funding and in its worst point in early 90s. Nevertheless, since then the interest in AI recovered gradually 

thanks to the wide acceptance of machine learning in 2010s. Machine learning (ML) can be considered as 

an AI technique that makes systems learn by themselves instead of providing them with specific rules. Deep 

learning (DL) is a subset of ML that tries to mimic how neurons in the human brain are connected proposing 

a structure called Artificial Neural Networks (ANN). 

The future of AI is still not clear. It is true that there are specific tasks where current AI solutions can go way 

beyond human capabilities, but as indicated by A. Naimat [Naimat 2016], generalized AI (understood as a 

system that can reason about the world, understand general problems, and solve them at super-human or 

even human-level intelligence) is still not available. It is worth noting that the 2016 Expert Survey on 

Progress in Artificial Intelligence [Grace et al. 2017] indicates that researchers believe there is a 50% chance 

of AI outperforming humans in some specific tasks, such as language translation, driving or working as a 

surgeon in 45 years, and of automating all human jobs in 120 years. 

In this extremely attractive context, ALOHA wants to contribute by providing a tool flow that can 

democratize the use of DL algorithms. As stated in the DoW, the main goal of ALOHA is to facilitate the 

implementation of DL algorithms on heterogeneous low energy computing platforms providing automation 

for optimal algorithm selection, resource allocation and deployment. 

2.1 Stakeholders 

To better analyze the market of the ALOHA project, we would like to start by exploring who are the main 

stakeholders of our tool flow. We can separate two big groups: clients and providers. 

By clients we refer initially to the users of the tool flow. These users may be from academia (researchers, 

students and teachers) but also from business (data scientists, design automation users, software 

developers and architects). Nevertheless, we must also consider the final users of the applications: the 

customers. The customers’ needs will also affect the developed application and, consequently, their 

information must also be input to the system. 

Regarding providers, we refer to software and hardware providers. The different DL frameworks or 

                                                             
 

 

1  http://www.businessinsider.de/microsoft-exec-ai-is-the-most-important-technology-that-anybody-on-the-planet-is-
working-on-today-2016-5?r=UK&IR=T 
2 http://knowledge.wharton.upenn.edu/article/ai-new-electricity/ 
3 Nilsson, N., The Quest for Artificial Intelligence, Cambridge University Press, 2010 
4 https://en.wikipedia.org/wiki/AI_winter 
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hardware developed with DL capabilities should also be considered as stakeholders for ALOHA. Finally, IoT 

devices providers are a subset of hardware providers that must be considered independently due to their 

impact on ALOHA. 

 Figure 1 summarizes the main elements of the ALOHA ecosystem, namely: 

• Customers, referred to the markets utilizing ALOHA technology. 

• Engineers, referred to the actual users of the ALOHA tools (developers, design automation users, 

data scientists, researchers, students, etc.). 

• DL Architecture, referred to the different neural network architectures that are widely used by 

practitioners. 

• DL Frameworks, referred to the multiple open source frameworks for DL. 

• Infrastructure, referred to the hardware platforms where the DL algorithms will be trained. 

• Devices, referred to the low-powered devices where the DL algorithms will be deployed.  

 

Figure 1. ALOHA ecosystem 
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3 Market analysis 
The astonishing increase of interest in AI can be easily understood if we analyse the results from Artificial 

Intelligence Index report from November 20175: 

• The number of yearly papers related to AI is 9 times bigger than it was in the late 90s. 

• The number of start-ups in the US that use AI is 14 times bigger than it was in the year 2000. 

• The venture capital investment in AI is 6 times bigger than it was in the year 2000. 

• The number of job positions related to the AI in US is nearly 5 time bigger than in 2013. 

In September 2017 the market of AI was addressed in a keynote given by James Manyika, chairman and 

director of the McKinsey Global Institute, at the Tallinn Digital Summit organized by the Council of the 

European Union6. The keynote indicated that U.S. and China lead the world in investments in AI, with 23 to 

35 billion dollars invested in 2016. Tech giants are the main investors (20 to 30 billion dollars). In July 2017, 

the Chinese government outlined a plan to become the world leaders in AI and create an industry valued in 

$150 billion by 20307. As a more recent example of the battle between tech firms in U.S. and China, in April 

2018 China had the world’s highest valued AI startup8. It is worth noting that Europe is also making an effort 

to position itself as a reference in technology, with a record investment of $19 billion in 20179. Regarding 

AI, France recently announced that $1.8 billion of public funding will be invested to compete with U.S. and 

China10. 

In this sense, and while many companies are still trying to answer the question of “What is our AI strategy?”, 

it is worth noting that AI is not an end by itself, but an enabler of a digital transformation of many (if not all) 

industries. In a report from December 2017, Tractica forecasts that annual worldwide AI software revenue 

will increase from $3.2 billion in 2016 to $89.8 billion by 202511. A more conservative forecast performed 

early that year by Grand View Research valued the AI-related market in $58 billion by 202512. This company 

also forecasts the global deep learning market size to reach $10.2 billion by 202513. That figure supposes a 

52% CAGR since that market was valued in $0.3 billion in 2016. 

The remaining of this Section will analyse the market of each of the stakeholders identified in Section 2.1. 

3.1 Customers 

Nearly all industries can benefit from AI, from finance to transportation14.  And, among the many domains 

where AI can help humans, we can find specific tasks such as fraud and threat detection, intelligent data 

processing or recommendation systems via digital assistants. 

                                                             
 

 

5 http://cdn.aiindex.org/2017-report.pdf 
6 https://www.mckinsey.com/global-themes/europe/ten-imperatives-for-europe-in-the-age-of-ai-and-automation 
7 https://www.nytimes.com/2018/02/12/technology/china-trump-artificial-intelligence.html 
8 https://techcrunch.com/2018/04/08/sensetime-raises-600-million/ 
9 https://www.bloomberg.com/news/articles/2017-11-30/record-19-billion-of-investment-suggests-europe-tech-is-doing-fine 
10  https://www.reuters.com/article/us-france-tech/france-to-spend-1-8-billion-on-ai-to-compete-with-u-s-china-
idUSKBN1H51XP 
11  https://www.tractica.com/newsroom/press-releases/artificial-intelligence-software-market-to-reach-89-8-billion-in-
annual-worldwide-revenue-by-2025/ 
12 https://www.grandviewresearch.com/press-release/global-artificial-intelligence-ai-market 
13 https://www.grandviewresearch.com/press-release/global-deep-learning-market 
14 https://www.inc.com/james-paine/5-industries-ai-will-disrupt-in-the-next-10-years.html 
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Consequently, the potential customers of AI solutions are everywhere. In the remaining of this subsection 

we will consider the three specific markets that the ALOHA use cases are targeting. But before detailing 

those markets, it is worth noting that some studies forecast a backlash movement on the adoption of AI 

technologies due to the lack of transparency, resulting in 10% reduction in the number of users of AI15. 

3.1.1 Speech recognition 

Both the speech and the voice recognition markets are expected to grow quite fast from here to 202416 and 

voice-activated or voice-controlled devices are booming in the recent years thanks to the evolutionary step 

that voice recognition and speech recognition technologies had performed. The manufacturers focusing on 

innovations in their products through voice recognition and the enhanced devices component segment are 

predicted to gain traction in this period. 

Companies such as Nuance Communications, Inc. (U.S.), Microsoft Corporation (U.S.), Agnitio SL (Spain), 

VoiceVault (U.S.), VoiceBox Technologies Corp. (U.S), Google Inc. (U.S.) are some of the leading providers of 

speech recognition solution in the global market17. November 22, 2016, Baidu, Inc. has released its speech 

APIs, which include facial recognition, optical character recognition, natural language processing, and 

others. With these APIs, the company is planning to open up an access to its speech technologies, which is a 

long utterance speech recognition, far-field speech recognition, expressive speech synthesis, and key words 

spotting.  

The adoption of artificial intelligence and Internet of Things is driving the global speech recognition market. 

The artificial intelligence-based speech recognition is widely used in the automotive and the healthcare 

sector. On September 26, 2017, Fluent.ai Inc. released their artificial intelligence-based speech recognition 

solution, which improves recognition reliability and accuracy. 

AI assistants, computer programs capable of human level speech and comprehension, became mainstream 

when Apple launched Siri in October 201118. Google followed in 2012, and Microsoft Cortana and Amazon 

Echo in 201419.  

These products add intelligent voice control to any connected products to allow users to command home 

features like playing music, brightening, dimming or turning lights on or off, control television, heating and 

air controls and many other smart home controls and today. Many other companies are now racing to build 

AI voice-based assistants that can greatly improve consumers’ comfort and productivity.  

Advances in speech recognition technology have also enabled a wide range of industrial applications. 

Industrial applications present specific challenges: devices must work in rugged, often noisy environments; 

they must be accurate to avoid early operator frustration; and they must easy to use, since the voice 

operator is always busy doing something else, such as driving a forklift, or working a shipping/receiving 

                                                             
 

 

15 https://www.idc.com/research/viewtoc.jsp?containerId=US41866016 
16  http://www.marketsandmarkets.com/Market-Reports/speech-voice-recognition-market-202401714.html 

http://www.strategyr.com/MarketResearch/Voice_and_Speech_Recognition_Technology_Market_Trends.asp 

https://www.grandviewresearch.com/industry-analysis/voice-recognition-market 
17 https://www.marketresearchfuture.com/reports/speech-recognition-market-1815 
18 https://www.apple.com/newsroom/2011/10/04Apple-Launches-iPhone-4S-iOS-5-iCloud/  
19 http://fortune.com/2014/11/06/forget-siri-amazon-now-brings-you-alexa/ 
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line.  

Robust speaker independent recognition systems for command and navigation in personal computers are 

available. Voice input computers are used in many industrial inspection applications where hands and eyes 

are busy with other tasks, allowing data to be input directly into a computer without keying or transcription. 

Speech recognition technology start to be successfully implemented on industrial robots.  

As companies will turn their attention to Industry 4.0, an era of smart, connected machines, investments 

empowering the frontline workforce in manufacturing, logistics and field service will start to increase as 

well. 

Factors such as lack of accuracy, impaired speech, occurrence of error in data processing owing to the 

improper encoding and compression algorithms is expected to limit the growth of speech and voice 

recognition market 20 . In addition, the increasing cost of computers with high processing speed and 

complexity of processing along with the lack of proper training to recognize the individual accent is curbing 

the market growth. Voice recognition systems, and the accuracy they afford, require the kind of massive 

processing power and back-end data that resides in the cloud; and for some customers, the idea of any 

public cloud implementation raises concerns about data security, access control, user privacy and legal risk. 

Consequently, enterprises that are reluctant, for whatever reason, to migrate business applications to the 

cloud cut themselves off from these kinds of advanced capabilities. 

3.1.2 Surveillance 

The worldwide security market is growing rapidly, especially due to the increase of terror and crime 

incidents. The demand of physical security in the recent years is increasing substantially to protect 

enterprises, government organizations, and critical infrastructures. The world-wide market growth for 

video detection systems will be around 20% per year until 202221,22. PKE is active in this market for more 

than 20 years, where major competitors can be identified to be Bosch, HikVision, Aimetis, Avigilon and IPS 

Securiton. Over the last year a shift from server-based video analysis solutions towards smart cameras can 

be observed. This field is especially addressed by Bosch and HikVision. Though smart cameras are still 

limited in terms of performance and, as they are mass products, in terms of adaptability to specific customer 

needs, this trend will most likely continue with every new generation of smart cameras. Currently 

announced roadmaps of smart camera manufactures (for instance HikVision 23 ) promise neural 

computation chips directly included in future cameras. Adapting such cameras in a way to fit the PKE 

customers’ very specific needs would open possibilities for completely new solutions. The ALOHA toolchain 

and the surveillance use case within ALOHA plays a significant role here. 

Using deep learning-based solutions for safety and security applications is an upcoming trend in the market. 

                                                             
 

 

20 https://www.gminsights.com/industry-analysis/speech-and-voice-recognition-market 
21 https://www.transparencymarketresearch.com/video-analytics-market.html, 13. 4. 2018 
22 https://homelandsecurityresearch.com/Press-release-global-video-analytics-vca-isr-intelligent-video-

surveillance-markets-will-surge-at-a-2016-2022-cagr-of-18-2-says-a-new-research-report-from-homeland-security-

research-corp/, 13. 4. 2018 
23 https://www.unifore.net/product-highlights/introduction-to-hikvision-ai-powered-security-cameras.html, 13. 4. 

2018 
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A second trend24 is to simplify configuration and maintenance of solutions in order to lower the costs for 

setting up systems, even when the complexity of applications increases. 

The major quality criteria for video-based event detection – as for any other event detection – is sensitivity 

and specificity. Deep learning is expected to boost the state of the art significantly, which is no by world 

market leader HikVision25.  

3.1.3 Medical devices 

Growth in the AI health market is expected to reach $6.6 billion by 202126 - that’s a compound annual 

growth rate of 40%. In just the next five years27, the health AI market will grow more than 10x. The number 

of healthcare-focused AI companies is increasing year on year, driven mainly by innovation in clinical 

research, robotic personal assistants and big data analytics. A great part of these AI-startups is working on 

improving accuracy of diagnosis with medical imaging and diagnostic procedures. Medical misdiagnosis is 

a global issue impacting the lives of millions of people. Medical errors are a leading cause of morbidity and 

mortality in the medical field and are substantial contributors to medical costs. According to a 2016 Johns 

Hopkins study28, medical errors are the #3 cause of death in the United States, causing the death of 250,000 

people each year29. Similar studies performed in Europe concluded that medical errors and health-care 

related adverse events occur in 8% to 12% of hospitalizations, and that reducing that rate would prevent 

more than 750,000 harm-inflicting medical errors per year30. Despite advancements in medicine, patient 

care, and medical imaging, the misdiagnosis rate has remained unchanged for the last 30 years.  

Focusing on the Emergency Room (ER), around 50% of decisions made in the ER heavily influence hospital 

admissions. One of the leading causes of death due to misdiagnosis within the ER is stroke/trauma. Globally, 

in 2013 there were 6.5 million stroke deaths31, making stroke the second-leading cause of death behind 

ischemic heart disease. Targeting stroke outcomes in the U.S. by only 5%, could save 170,000 lives and $12b 

of costs. According to AHA/ASA, the forecast for 2030 just in the United State is: 3.4m victims & $240b total 

cost32. On average, every 40 seconds someone in the United States has a stroke. Demographic projections 

obtained from Eurostat show an increase of 34% in the number of stroke events in the EU by 203533. 

3.2 Engineers 

As indicated before, under this category we consider all the possible users of the ALOHA tools. To assess the 

size of this market of users, we will focus on developers, data scientists, researchers, and students. 

The number of students interested in AI has dramatically increased in the last five years. In 2016 it was 

noted how, in certain American universities, the enrolment in artificial intelligence degrees and Ph.D. 

                                                             
 

 

24 „Von der Diode bis zum Neuronalen Netz“, GIT Sicherheit 12/2017, pages 66-68. 
25  http://www.hikvision.com/en/Press-Release-details_74_i1677.html, 13. 4. 2018 
26  https://www.prnewswire.com/news-releases/artificial-intelligence-in-healthcare-market-5268-cagr-growth-
report-by-2022-677083533.html 
27  https://www.businesswire.com/news/home/20080220005888/en/Premerus-Issues-Study-Addressing-Medical-
Misdiagnosis-America 
28 https://hub.jhu.edu/2016/05/03/medical-errors-third-leading-cause-of-death/ 
29 https://www.cnbc.com/2018/02/22/medical-errors-third-leading-cause-of-death-in-america.html 
30 http://www.euro.who.int/en/health-topics/Health-systems/patient-safety/data-and-statistics 
31 http://www.who.int/gho/mortality_burden_disease/en/ 
32 http://stroke.ahajournals.org/content/strokeaha/early/2013/05/22/STR.0b013e31829734f2.full.pdf 
33 http://www.strokeeurope.eu/downloads/TheBurdenOfStrokeInEuropeReport.pdf 
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programs had doubled in five years. And in specific courses of AI, the enrolment had increased by 600%34. 

To support this statement, we can also refer to the Artificial Intelligence Index annual report from 201735, 

which shows the evolution of enrolment in AI classes since the 90s in 5 major American universities (see 

Figure 2).  More recently, Udacity announced the creation of a dedicated School of AI with three specific 

industry-driven online courses36. 

One of the main reasons why the number of students is increasing is the good employment prospect. 

Companies of all sizes understand the potential that AI has for their business and compete to attract an 

insufficient number of AI developers and researchers with skyrocketing salaries37. A report from Gartner 

issued in December 2017 stated that AI would eliminate 1.8 million jobs while creating 2.3 million of new 

jobs by 2020, mostly involving AI. Resorting again to the Artificial Intelligence Index annual report from 

2017, Figure 3 shows the evolution of jobs that requires AI skills. 

 

Figure 2. Evolution of enrollment in AI courses according to Artificial Intelligence Index 

                                                             
 

 

34 https://blogs.nvidia.com/blog/2016/02/24/enrollment-in-machine-learning/ 
35 http://cdn.aiindex.org/2017-report.pdf 
36 https://techcrunch.com/2018/03/27/udacity-debuts-a-dedicated-school-of-ai-with-three-new-nanodegrees/amp/ 
37 https://www.nytimes.com/2017/10/22/technology/artificial-intelligence-experts-salaries.html 
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Figure 3. Evolution of jobs requiring AI according to Artificial Intelligence Index 

Research is also experiencing this new trend. The Artificial Intelligence Index annual report offers a new 

source of valuable information. Figure 4 shows the growth of papers published around AI since the 90s. 

Figure 5 analyses the impact of DL in research from a different perspective. It considers the number of 

citations to show how this number has increased during the last five years but also how both China and U.S. 

have a similar number of citations, meaning that both countries provide valuable contributions. 

 

Figure 4. Evolution of papers published around AI according to Artificial Intelligence Index. 
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Figure 5. Evolution to citations to DL papers according to Datenna38 

3.3 DL Architecture 

With the rise of deep learning, that has been proven as a prominent technique, especially in fields such as 

computer vision and natural language processing, many researchers have focused their work in designing 

of novel neural network architectures.  

Although neural networks began with the simple, single-layer and single-neuron perceptrons, they are now 

represented by a diverse set of architectures that include multiple layers and even recurrent connections 

to implement feedback. Those architectures, commonly named “models”, define a wide variance of 

computational graphs and topologies for different use cases. 

Several well-known and recurrent competitions, such as ImageNet39  or Kaggle40  challenges, which are 

intended for data science experts, serve an excuse to push the state of the art techniques one step further, 

resulting in novel architectures that are proven to perform better in certain specific tasks. Those proposed 

techniques are quite often rapidly incorporated in open-source repositories containing a wide variety of 

deep learning models. Examples of open source repositories of deep learning architectures are 

Tensorflow41, ONNX42, Torch43 and Keras44 (all of them having licenses that allow commercial use). 

In the other hand, big players offer subscription API’s to solve specific tasks by the use of already 

implemented and trained deep learning architectures such as Google Vision45, Microsoft Computer Vision46 

and others, but their business model is not specifically based on the adopted network architecture but in 

the use of a certain model for specific problems solving. 

                                                             
 

 

38 https://www.datenna.com/industry/china-marching-forward-with-artificial-intelligence/ 
39 http://www.image-net.org/ 
40 https://www.kaggle.com/ 
41 https://github.com/tensorflow/models 
42 https://github.com/onnx/models 
43 https://github.com/pytorch/vision/ 
44 https://github.com/fchollet/deep-learning-models 
45 https://cloud.google.com/vision/ 
46 https://azure.microsoft.com/en-us/services/cognitive-services/computer-vision/ 
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3.4 DL Frameworks 

There are many open source projects that provided frameworks for machine learning and deep learning. 
These frameworks, together with an increase of the computer and data resources, lower the entry cost 
which was a barrier in the past. 

One of the first widely adopted proposals was Theano (Theano, 2016), a Python-based Deep Learning 
framework that has been developed by the University of Montreal. Nevertheless, the research lab in charge 
of its development announced that they would stop the development of their framework in November 
201747. 

The Idiap Research Institute was the creator of Torch (R. Collobert et al., 2002), a very widely used 
framework that is currently used by Facebook. This company open sourced in 2017 PyTorch, a Python 
version of Torch. Facebook was also behind the release of Caffe248. According to Yangqing Jia, creator of 
Caffe2 and its previous version Caffe, Facebook considers Caffe2 primarily as a production option and Torch 
as a research option49. 

Theano was the basis for Tensorflow (M. Abadi, A. Agarwal et al., 2015), one of the most popular frameworks 
built by Google Research. Tensorflow can be automatically ported on CPUs, GPUs or hybrid architectures. 
Tensorflow also provides some utilities to evaluate the effectiveness of the porting, with support for 
visualization of operation scheduling and timing analysis. 

Google Research also developed Keras (F. Chollet et al., 2015) to create a higher-level interface to ease the 
development of complex Deep Learning algorithms on top of Tensorflow, Theano or CNTK. 

Other tech giants have also been active on developing Deep Learning toolkits. Microsoft developed CNTK 
(D. Yu et al., 2014), renamed in 2017 Microsoft Cognitive Toolkit. Apache developed MXNet (T. Chen et al., 
2015), which can be comparable to Tensorflow. On October 2017, Microsoft and Amazon announced the 
Gluon interface50 to improve flexibility, speed and accessibility to all developers, regardless of the Deep 
Learning framework of choice. Gluon is a Python interface that works with MXNet and will soon support 
CNTK. Gluon is intended to be a direct competitor of Keras. 

A positive note to this is the release of the Open Neural Network Exchange (ONNX) 51 . Announced in 
September of 2017 and released in December the version V1, ONNX is an open format to represent deep 
learning models. This allows users to more easily move models between different frameworks. For example, 
it allows users to build a PyTorch model and run the model for inference using MXNet. 

Table 1 presents an analysis of the impact of each of the DL frameworks described in this Section. 

  

                                                             
 

 

47 https://groups.google.com/forum/ - !msg/theano-users/7Poq8BZutbY/rNCIfvAEAwAJ 
48 https://caffe2.ai/ 
49 https://discuss.pytorch.org/t/caffe2-vs-pytorch/2022 
50 https://news.microsoft.com/2017/10/12/aws-and-microsoft-announce-gluon-making-deep-learning-accessible-to-all-
developers/ 
51 https://onnx.ai/ 
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Table 1. Analysis of DL frameworks. 

Framework Who leads? License Maturity (# 

of releases 

in Github) 

Adoption (Stars 

in Github) 

Adoption 

(Contributors 

in Github) 

Theano University of 
Montreal 

BSD 30 8,042 328 

Torch NYU/Facebook BSD N/D 7,761 133 

PyTorch Facebook BSD 15 13,320 425 

Caffe UC Berkeley BSD 14 23,250 264 

Caffe2 Facebook Apache 4 7,637 184 

Tensorflow Google Apache 52 93,494 1,386 

Keras Google MIT 40 27,264 644 

Microsoft 

Cognitive 

Toolkit 

Microsoft MIT 35 14,063 173 

MXNet Amazon Apache 35 13,434 173 

Gluon Amazon Apache 1 2,104 6 

DeepLearning4j Skymind Apache 47 8,534 141 

 

3.5 Infrastructure 

Given the recent advances in the different applications of DL, most news and research around Machine 

Learning and Deep Learning has centered on breakthroughs in algorithms. But infrastructure has been 

notably absent from the research around applicability of Deep Learning solutions. In fact, the considerable 

investment in infrastructure required to implement such systems has been pointed out as a major obstacle 

for the market growth of Deep Learning52.  

Albeit it is popularly known that Graphic Card Units (with NVIDIA notably the biggest manufacturer in the 

GPU for DL market), and the more recent Tensor Processor Units (TPU) designed by Google, are essential 

to speed up Deep Learning computations, it is often forgotten that these processors are only facilitating a 

tiny fraction of the work done by DL systems. Rather, the majority of the complexity lies in the data 

preparation, governance, feature engineering and operationalizing to perform at scale. Tasks that require a 

complex equilibrium between storage, network and computing efficiency. Although there have been some 

                                                             
 

 

52 https://themarketmogul.com/deep-learning-industry/ 
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recent public disclosures of industrial DL infrastructures53,54, it is generally acknowledged that there is a 

general immaturity of deep learning infrastructure and necessary pipelines.  

 

Figure 6. Only a small fraction of real-world ML systems is composed of ML code, as shown by the small black box in the 

middle. Extracted from [Sculley et al. 2015]. 

Cloud Computing has been largely accepted by the market as a solution for outsourcing infrastructure 

management. Besides those cloud providers that offer generic virtual machines for Deep Learning, Google 

is leveraging their own proprietary TPU technology on their cloud offerings55 (in a win-win situation that 

benefits customers’ businesses and further improves TPU circuits) and IBM offers visual tools56 easing the 

design of DL architectures on top of their cloud offering. Nevertheless, none of these are a definite solution 

for corporate Deep Learning, as many organizations are still reluctant to put significant parts of their 

business data into the cloud.  

Due to this problem, there has been a prolific market of AI-based systems as a service during 2017 with 

Amazon 57 , Google55, IBM 58  and Microsoft 59  as the big players in the arena. Enabling organizations to 

leverage the benefits of DL in specific scenarios (such as natural language processing, image recognition, 

and speech to text) through an API, trusting that the service provider has enough data and computation 

power to effectively train the DL model. 

Finally, it is worth noting the efforts performed by Arm60  and other companies such as Facebook61  to 

develop processors that can incorporate ML and DL capabilities to accelerate the process of pushing AI to 

the edge. In this sense, studies62 forecast that the market of DL-enabled chipsets will be worth $1,200 

millions by 2025, 25% CAGR considering that the same market was valued at $150 millions in 2015. 

3.6 Devices 

Internet of Things (IoT) is a technology evolution which has changed how humans communicate, 

                                                             
 

 

53 “TFX: A TensorFlow-Based Production-Scale Machine Learning Platform”. http://www.kdd.org/kdd2017/papers/view/tfx-
a-tensorflow-based-production-scale-machine-learning-platform 
54 “Meet Michelangelo: Uber’s Machine Learning Platform” https://eng.uber.com/michelangelo/ 
55 Google Cloud TPU. https://cloud.google.com/tpu/ 
56 IBM Neural Network Modeler. https://medium.com/ibm-watson/accelerate-your-deep-learning-experiments-with-ibms-
neural-network-modeler-dd0c92fba814 
57 AWS Deep Learning. https://aws.amazon.com/deep-learning/ 
58 IBM Watson. https://www.ibm.com/watson/ 
59 https://azuremarketplace.microsoft.com/en-us/marketplace/apps/microsoft-ads.dsvm-deep-learning 
60 https://techcrunch.com/2018/03/27/arm-chips-will-with-nvidia-ai-could-change-the-internet-of-things/amp/ 
61 https://www.bloomberg.com/news/articles/2018-04-18/facebook-is-forming-a-team-to-design-its-own-chips 
62  https://www.prnewswire.com/news-releases/global-deep-learning-chipset-market-advancements-in-algorithms-opening-
vast-new-opportunities-notes-tmr-673120953.html 
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collaborate and actuate on real-life. Smartphones have allowed workforce to engage with their peers and 

customers instantly whenever they are located. More recently, smart watches are shaping people’s 

behaviour in professional and amateur sports. It is, hence, not surprising that a total of 75 billions of devices 

will be deployed by 202563, growing its presence in the Smart Cities and Homes, Industry 4.0, e-health and 

self-driving cars verticals64.  

Two of the drivers that are motivating the increasing number of IoT applications are the growing 

computation power of low-power devices and general advances in Deep Learning systems. Low-cost 

devices may embed a rich set of different sensors (such as cameras, microphones, or GPS) and may run full-

fledged operating systems, in which Deep Learning application may run. In fact, it has been forecasted that 

the fastest market growth will be in the DL-specific hardware division. Integrated circuits, such as field-

programmable gate arrays (FPGA), have shown the potential to bridge the GPU performance gap while 

achieving low-energy levels. 

Nonetheless, some risks have been detected that may slow down the penetration of IoT: Vendor-lock-in 

software hindering the interoperability of different systems, scalability issues due to the ever-increasing 

number of devices, and major concerns related to the security & privacy of end-users65. These have been 

detected as major blockers for growth in the IoT Healthcare Market66, in which IoT devices could be used 

for remotely monitor behaviour and health of patients. 

While many early IoT applications were mostly applied to data recollection and outsourcing computation 

to a centralized server, the growing computing power of IoT devices are enabling advance computations to 

be run on the device. Edge Computing is the new paradigm that leverages advances in DL-specific hardware 

for solving the abovementioned challenges for IoT growth67. Pre-processing of personal data can be run on 

the device, reducing attack’s surface, and network load is reduced as centralized services are requested only 

when a holistic view of the system is necessary. 

  

                                                             
 

 

63 Source: Statista, Internet of Things (IoT) connected devices installed base worldwide from 2015 to 2025. 
64 According to GrowthEnabler & MarketsandMarkets analysis, the global IoT market share will be dominated by three sub-
sectors; Smart Cities (26%), Industrial IoT (24%) and Connected Health (20%). Followed by Smart Homes (14%), Connected 
Cars (7%), Smart Utilities (4%) and Wearables (3%). 
65 https://www.bbvaopenmind.com/en/3-major-challenges-facing-iot/ 
66 https://www.gminsights.com/industry-analysis/iot-healthcare-market 
67 https://www.ibm.com/blogs/internet-of-things/edge-iot-analytics/ 
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4 ALOHA Key Results 
This Section presents the different key exploitable results (KRs) that the ALOHA partners have identified. 

These KRs will together compose the ALOHA Tool Flow. Nevertheless, this division is very useful from the 

point of view of this deliverable since it will allow us to address the different market separately and, 

consequently, propose exploitation strategies tailored to the different needs that they may have. 

4.1 KR1: ALOHA tool flow 

Technical innovations 

Deep Learning algorithms are at the forefront of Artificial Intelligence, both in academia and industry. 

Similarly, edge computing has also become a modern trend. The combination of both poses severe problems 

to these algorithms such as having to consider an energy budget or having to use different hardware 

platforms for training and for inference. These problems, that may not be a problem for big companies, 

strongly limit SMEs in the adoption of these technologies due to the lack of resources. 

The ALOHA tool flow will facilitate the implementation of DL on heterogeneous low-energy computing 

platforms. To this aim, the tool flow will automate all the steps required to implement a functional DL 

system: 

• algorithm design and analysis 

• porting of the inference tasks to heterogeneous embedded architectures, with optimized mapping and 

scheduling 

• implementation of middleware and primitives controlling the target platform, to optimize power and 

energy savings.  

Moreover, the ALOHA tool flow will specifically address: 

• architecture-awareness throughout the whole development process, starting from the early stages such 

as pre-training hyperparameter optimization and algorithm configuration. In this sense, it is also worth 

noting the current trend towards edge computing that may impose energy restrictions. 

• adaptivity in runtime to different operating modes. 

• security to provide the system with resilience to attacks. 

• productivity so that SMEs and midcaps can adopt it 

• extensibility to support novel platforms 

Market study and Competitors 

Several research communities and tech giants have worked to develop open-source deep learning toolkits 

aiming to provide application/algorithms developers with a comfortable Domain Specific Language or 

dialect to take as a reference to describe their network structure. Among the most common ones68 we can 

highlight Tensorflow [Abadi et al. 2015], Keras [Chollet et al. 2015], Theano [Theano 2016] and Torch 

[Collobert et al. 2002]. 

A positive note to this is the release of the Open Neural Network Exchange (ONNX) 69 . Announced in 

                                                             
 

 

68 https://blog.thedataincubator.com/2017/10/ranking-popular-deep-learning-libraries-for-data-science/ 
69 https://onnx.ai/ 
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September of 2017 and the release of V1 in December, ONNX is an open format to represent deep learning 

models. This allows users to more easily move models between different frameworks. For example, it allows 

you to build a PyTorch model and run the model for inference using MXNet. 

It is worth noting that the tools mentioned offer a very basic architecture modelling, relying on the 

availability of the implementation of the APIs in different operating systems. Tensorflow Lite70 enables 

running pre-trained models in Tensorflow for mobile and embedded devices. It consists of an interpreter 

that accelerates model prediction thanks to specific features of the device. There have been research efforts 

to develop techniques such as model compression [Iandola et al. 2016] [Agustsson et al. 2017] or pruning 

[Han et al. 2016] as an attempt to provide the best accuracy/performance/energy trade-off for a given 

architecture. We should highlight the Bonseyes project71 as an attempt to create a marketplace of AI tools 

to develop applications on heterogeneous platforms. Unfortunately, they only target some reference 

platforms without supporting the inclusion of next-generation low-energy heterogeneous platforms or for 

architecture-aware algorithm design. 

Added value by ALOHA 

As we can see, big companies have invested in research to offer open-sourced toolkits that can lead AI 

research and commercial developments. The ALOHA tool flow goes a step forward in this market as, so far, 

toolkits only provide a basic support for portability of the DL applications on heterogeneous platforms. Most 

toolkit approaches consider GPUs as the main architectural target but, despite continuous advancements in 

GPU-related technology, GPUs are far from being the lonely actors in this field. In this sense, the Bonseyes 

marketplace and ecosystem may also be a complementary infrastructure that we may consider improving 

data-related management of our approach, implementing the needed interoperability. 

The ALOHA tool flow will alleviate most of the challenges mentioned above. From the point of view of the 

architecture model, the introduction of architecture awareness will offer many advantages as it will close 

the gap between training and inference by considering platform-related limitations form the inference 

platform right at training level. It will open the access to DL also to SMEs and mid-range software 

development companies. Generally speaking, ALOHA will reduce the resources necessary to build a 

Minimum Viable Product (MVP) as well as measure the risks of maintaining the current implementation 

and hardware architecture beyond MVP.  

4.2 KR2: DNN approximation tool for parsimonious inference 

Technical innovation 

The ALOHA project will develop a general methodology and tool set for the training or calibration of 

approximated deep learning algorithms such as convolutional neural networks (CNNs). Several techniques 

will be supported, such as strongly approximating/quantizing/binarizing weights and/or activations, 

pruning connections and neurons – with the objective of maximizing the algorithm performance on a target 

embedded architecture, and minimizing its energy. The prototype tool flow will be based on and integrated 

in an open-source deep learning framework such as PyTorch or TensorFlow. The comprehensive tool set 

will be capable of taking as input a DNN topology, described in a format understandable by the other ALOHA 

tools (e.g. JSON or Google Protobuf) and produce as output a set of quantized/binarized versions tagged 

                                                             
 

 

70 https://www.tensorflow.org/mobile/tflite/ 
71 https://bonseyes.com/ 
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with a certain degree of accuracy loss prediction. The output models will use a similar format with respect 

to the input, so that it is possible to use them as input of other ALOHA tools. 

Market study and competitors 

State-of-the-art deep learning frameworks such as TensorFlow, PyTorch, Caffe, etc. typically operate on a 

data representation based on float32. Some tools, such as TensorFlow, also include the possibility of 

targeting the deployment of DNNs on int16 or int8 data. Other tools, such as Nvidia TensorRT, enable the 

re-calibration of existing models in quantized ones targeting the int8 format. 

Added value by ALOHA 

The tool flow developed by ALOHA will exploit approximation techniques significantly “stronger” than 

quantization at int8, such as usage of ultra-short numbers (2-4 bits) or full binarization (1 bit). At the same 

time, it will also be flexibly extensible to other kinds of targets. Moreover, the ALOHA approximation flow 

will support applying several different approximation techniques (e.g. pruning and quantization) at the 

same time and evaluating their compound outcome. 

4.3 KR3: Approximated DNNs for industry-standard benchmark problems 

Technical innovation 

The ALOHA project will develop reference approximate DNNs (e.g. VGG, ResNet, Inception) trained on open 

datasets (e.g. ImageNet) using several strong quantization and binarization techniques. These will be used 

to provide reference implementations of approximated DNNs and as comparison points. The reference 

DNNs will be distributed using a standard format (e.g. JSON or Google Protobuf) shared with the rest of the 

ALOHA project tools. 

Market study and competitors 

To the best of our knowledge, there are no generally available pre-trained reference approximate DNNs 

using a combination of different techniques for parsimonious inference. Reference implementations exist 

only for a few techniques, each showing only its own special case without enabling full-blown benchmarking 

of the techniques. 

Added value by ALOHA 

The released reference DNN benchmarks will enable a much better comparison between different 

approximation techniques and provide an initial point for the usage of techniques such as transfer learning. 

4.4 KR4: CNN-to-DataFlow model conversion tool 

Technical innovation 

The ALOHA project will develop a tool that converts a Convolutional Neural Network (CNN) model into a 

DataFlow model of computation (i.e., a network of concurrently executing processes or actors that 

communicate by sending tokens/data over channels that subsequently can trigger the execution of the 

processes/actors according to specific ‘firing rules’). The input CNN model will be described in the domain 

specific language of Caffe or other relevant DL frameworks, and the output DataFlow model will be a (Cyclo-

) Static Data Flow ((C)-SDF) or Kahn Process Network described using a lightweight data-interchange 



ALOHA – 780788 

D6.1 Exploitation plan 

25 
Copyright - This document has been produced and funded under the ALOHA H2020 Grant Agreement 780788.  

Unless officially marked PUBLIC, this document and its contents remain the property of the beneficiaries of the ALOHA Consortium and may not be distributed or 
reproduced without the express written approval of the project Consortium. 

format such as JSON, or XML, or Google Protocol Buffer72.  Such conversion tool will enable performance, 

resource, and energy analysis techniques already developed for embedded streaming 

applications/algorithms to be extended and applied on DL algorithms expressed as CNNs. This conversion 

tool will facilitate the algorithm configuration tool developed in WP2 and the scenario-based design space 

exploration (DSE) tool developed in WP3. 

Market study and competitors 

To the best of our knowledge there are no such conversion tools that facilitate/enable DL algorithm design, 

configuration, and DSE for embedded MPSoC platforms. 

Added value by ALOHA 

The conversion of DL algorithms into a dataflow model of computation already provides a clear added value 

because dataflow models of computation are typically used within the embedded systems design 

community and this will provide access to the wealth of embedded systems design frameworks that can be 

used for designing of embedded DL systems to be used at the edge of IoT. 

4.5 KR5: DL algorithm configuration tool 

Technical innovation 

The ALOHA project will develop a proof-of-concept SW prototype of a design space exploration framework 

for alternative DL algorithm (CNN) parameter configurations. By taking the resource constraints of the 

target platform (executing the DL inference) into account already during the DL parameter optimization, 

the time and effort needed to successfully map DL algorithms to low-power target platforms can be reduced 

considerably. The framework will feature innovative fast pruning mechanisms of the huge parameter space 

as well as extended multi-objective optimization techniques that are e.g. based on genetic/evolutionary 

algorithms, meta-information extraction from DL model inspection and transfer learning techniques. The 

parameter space will include the number of layers in CNN, number of feature maps/neurons in a layer, type 

of a layer (convolutional or fully connected), order of layers, size of convolution kernel, data precision, etc. 

The multi-objective space will include the CNN accuracy, performance, power/energy and resource usage.  

Market study and competitors 

To the best of our knowledge there are no DL algorithm configuration tools that provide systematic 

architecture-awareness in order to optimize simultaneously for multiple objectives such as CNN accuracy, 

performance, power/energy and resource usage.    

Added value by ALOHA 

The architecture-aware DL algorithm configuration tool can be used as a front-end tool of existing system-

level design frameworks that map/implement streaming applications onto embedded MPSoC platforms. 

This will enhance the scope of applications/algorithms that can be handled by such system-level design 

frameworks to the DL application domain. 

4.6 KR6: Security evaluation of deep neural networks and mitigation strategies 

Technical innovations 
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The ALOHA project will develop a tool for the security evaluation of Deep Neural Networks (DNNs). This 

tool will assess the worst-case performance degradation incurred by a DNN under well-crafted, adversarial 

input perturbations, also known as adversarial examples. It has been indeed shown that the classification 

output of such networks can exhibit large variations even in the presence of very small perturbations. 

Understanding their security properties is of interest also beyond application domains with a clear 

adversarial nature, as even natural inputs can be misclassified if they are sufficiently different from known 

training data (e.g., in the case of images, this may be due to natural variations like changes in illumination 

and pose). 

The security evaluation tool will receive the DNN model as input, expressed in a suitable format (e.g., similar 

to that defined by the domain-specific languages of Tensorflow, Keras or Caffe), using a lightweight data-

interchange format such as JSON, or XML, or Google Protocol Buffer73.  It will then assess the security of the 

input model against adversarial perturbations performed on the input data, considering an increasing 

maximum amount of admissible noise on each input sample. The analysis of the resulting security 

evaluation curve, showing how the classification accuracy decreases against an increasing level of 

adversarial input noise, will be summarized into a quantitative or qualitative (e.g., low, medium, high) 

measure characterizing the network security. This output will be then used in the space-exploration 

optimization procedure developed in WP2 to drive the selection of suitable network architectures.  

We will also implement mitigation strategies to reduce the impact of adversarial examples against our 

models, in terms of specific network layers, neurons, or modifications to the objective function optimized 

during training that will enable us (1) to improve stability of DNNs under adversarial examples and (2) to 

reject anomalous inputs which are sufficiently far from the support of known training data (and which 

cannot be thus classified with high reliability) – these include, e.g., images of objects which are not part of 

the training set classes. Depending on the specific application case, human intervention can also be 

considered when an input sample is rejected, to potentially recognize new classes of objects or changes in 

the distribution of the current data, and to update the model accordingly.  

These modules and mitigation strategies will be implemented as potential architectural choices at the 
level of the space-exploration optimization procedure developed in WP2. 

Market study and Competitors 

To the best of our knowledge there are no commercial tools to perform a thorough security analysis of 

DNNs, as well as commercial tools implementing mitigation strategies against adversarial examples. 

Cleverhans74 is an open-source research library based on Tensorflow that provides some algorithms for 

generating adversarial examples. However, it is not suitable for our security evaluation purposes, as the 

attack algorithms contained in Cleverhans aim to find adversarial examples that mislead detection with 

minimum perturbation, while our goal is to construct adversarial examples that mislead detection with the 

maximum possible confidence under a maximum, bounded input perturbation, to yield a more reliable 

worst-case security assessment. 

Added value by ALOHA 

The security analysis of deep learning algorithms under worst-case adversarial examples already provides 

                                                             
 

 

73 https://developers.google.com/protocol-buffers/ 
74 https://github.com/tensorflow/cleverhans 
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a clear added value, as these instabilities are, to the best of our knowledge, not typically considered during 

the design of DNNs. Note that they may also cause relevant classification errors during operation even when 

the inputs are not maliciously perturbed, but simply change due to unexpected, natural variations (e.g., 

changes in illumination or view in images). Accordingly, we believe that evaluating the risk associated to 

such adversarial perturbations and providing mitigation strategies against them will enable the 

development of DNNs that have not only improved security properties, but that also exhibit an improved 

stability against natural input variations, providing more reliable and consistent decisions. 

4.7 KR7: Dataset bias detection 

Technical innovations 

Most Machine Learning algorithms, including Deep Learning, assumes that training data is well-balanced, 

that is, all study features are equally represented in the training dataset. Failing to detect imbalance in your 

data has severe consequences on the overall utility of the system. See, for instance, the recent case of 

Pokemon Go75 in which imbalance on the original training data (generated as part of a previous game 

targeted towards tech-savvy, white men) resulted in underdeveloped virtual areas around minority 

neighbourhoods.  

It is, hence, important to be aware of imbalances on training data so that engineers can mitigate its effects 

via balancing classes, oversampling data, change the neural network architecture or even tweaking 

hyperparameters. 

Moreover, we must also highlight how bias not only affects the accuracy of the system but also has an impact 

from an ethical perspective. This is why different legislation initiatives are starting to push in that direction, 

since AI models may be part of systems that have a great impact in our daily lives. Mention should be made 

of the European Union's new General Data Protection Regulation (GDPR)76 which will be enforced in May 

2018 and which prohibits, among other things, discrimination from automated decision making. 

In the context of ALOHA, we plan to develop a method that analyses the risk of data imbalance and provides 

fruitful information to the end-user. To this aim, we will benchmark current techniques for detecting data 

imbalance and measuring its impact on the trained model with special focus on the relation between 

accuracy and security of the overall system. 

Market study and Competitors 

To the best of our knowledge, there are no commercial solutions to understand data imbalance in the 

context of Machine Learning and Deep Learning. Research efforts mainly focus on reducing the impact of 

data imbalance on accuracy [Haixiang et al. 2017] [Yan et al. 2017].  

Added value by ALOHA 

As we have previously seen, not being aware of imbalance on your data has major effects on the final result. 

To that sense, this exploitable outcome will help in pre-assessing if there is a risk of imbalance that require 

further analysis. At the same time, it will raise awareness of this issue to the different stakeholders involved 

in the development of DL applications.  

                                                             
 

 

75 http://www.dailymail.co.uk/news/article-3732371/Pokemon-accused-racism-Poke-Stops-gyms-white-neighborhoods.html 
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Finally, note that the information provided by the imbalance detector will help in the detection of cyber-

attacks. Following data poisoning attacks, adversaries may inject malicious information into the training 

data and, hence, effectively change the final behaviour of the Deep Learning application. Early detection of 

such added imbalance would help in the prevention of data poisoning attacks. 

4.8 KR8: Post-Training tool for Parsimonious Inference 

Technical innovations 

Deep Learning models consist of interconnected algorithmic primitives such as matrix multiplications and 

convolutions, forming a computational graph. A significant research effort is directed towards techniques 

that simplify such computational graphs, reducing the required computational workload for inference. Most 

techniques operate by progressively reducing the impact of whole parts of a model’s graph during training 

(P. Molchanov et al., 2017), ultimately eliminating the need of computing those sub-modules (W. Wen, 

2016) during inference. The result of this process called pruning, is a new less complex but static graph. 

Aiming mostly to GPU devices with massively parallel architectures benefiting from static computational 

graphs and large throughput, the field of dynamic, data-driven computational graphs is still largely 

unexplored. In the context of Parsimonious Inference as presented in (I. Theodorakopoulos et al., 2017), it 

is feasible to convert a static graph to a graph whose components (i.e. convolutional kernels) are executed 

conditionally. The decision of which components need to be evaluated is produced by some special modules 

inside the graph during the inference process. The multiple possible states of the graph increase the model’s 

learning capacity without a notable increase in number of parameters, enabling to perform inference by 

utilizing only a fraction of the components of the original computing graph in each occasion. Consequently, 

this process can result to a simultaneous computational/energy and accuracy gain compared to the original 

static graph. Dynamic graphs can be efficiently executed on several devices such as mobile GPUs, multi-core 

CPUs and DSPs using appropriate software architecture. 

Market study and Competitors 

Available tools for simplifying computing graphs of DL models are mostly available as either sample 

implementations77,78 or branches79,80 of major DL frameworks such as TensorFlow (M. Abadi, A. Agarwal et 

al., 2015) and Caffe (J. Yangqing et al., 2014 ). Τhe available tools though mostly address techniques for static 

pruning of compute graphs. There are also available tools for reducing computational requirements via 

reduced numerical accuracy (S. Han et al., 2016) and bit-length81. Conversion and simulation tools are also 

available82 for more hardware-oriented numerical representations such as dynamic fixed point, mini-float 

and power-of-two (P. Gysel, 2016).  

Currently the only option for training a DL model with dynamic graph is to develop custom code in a DL 

framework of choice, implementing the desired architecture and training procedure. Furthermore, there is 

no software available for converting parts or a whole trained DL model to a conditionally executed 

computing graph. The lack of tools in this area is a significant retarding factor for the utilization of 

                                                             
 

 

77 https://github.com/wenwei202/iss-rnns/ 
78 https://github.com/tensorflow/tensorflow/tree/master/tensorflow/contrib/model_pruning 
79 https://github.com/wenwei202/caffe/tree/scnn 
80 https://github.com/yihui-he/channel-pruning 
81 https://www.tensorflow.org/performance/quantization 
82 https://github.com/pmgysel/caffe 
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dynamically executed DL graphs in both single devices and heterogeneous platforms. The absence of 

automated tools cast the development of such solution an exotic option, strongly discouraging SMEs to 

follow a path that could offer a better level of optimization to the final product deployment. 

Added value by ALOHA 

The adoption of a dynamic approach to the computational graph of a DL model is a multi-parametric 

decision, highly sensitive to the capabilities and limitations of the target hardware architecture. The 

selection of modules within a DL model that could benefit from dynamic execution and the appropriate 

mapping to the available devices is a matter of very detailed analysis. Tools that can provide information on 

the potential benefits of each design option as a part of the whole development process, are imperative for 

the acceleration of the adoption of DL technology from SMEs and mid-range software development 

companies. System-level DSE tools can provide designers with all the required information to decide on 

whether a developed model will benefit from a conversion to a dynamically executed graph on a specific 

platform. Furthermore, this technology can offer an additional optimisation option which is largely absent 

at this point from all major software toolkits. 

4.9 KR9: Sesame tool for application partitioning & mapping exploration 

Technical innovations 

Sesame is a system-level modeling and simulation framework that allows for efficient exploration of 

(mapping concurrent applications to) embedded MultiProcessor System-on-Chip (MPSoC) systems 

[Pimentel et al. 2006][Erbas et al. 2007]. It separates application models and architecture models while also 

recognizing an explicit mapping step to map application tasks onto architecture resources. In this approach, 

an application model describes the functional behavior of an application in a timing and architecture 

independent manner. A (platform) architecture model defines architecture resources and captures their 

performance and/or power constraints. To perform quantitative performance analysis, application models 

are first mapped onto and then co-simulated with the architecture model under investigation, after which 

the performance of each application-architecture combination can be evaluated. To actually explore the 

design space (i.e., design space exploration – DSE [Pimentel 2017] to find good system implementation 

candidates, Sesame typically deploys a genetic algorithm (GA) [Erbas et al. 2006]. For example, to explore 

different mappings of applications onto the underlying platform architecture, the mapping of application 

tasks and inter-task communications can be encoded in a chromosome, which is subsequently manipulated 

by the genetic operators of the GA. To support dynamic application workload behavior (i.e., behavior in 

which the application workload changes over time, e.g. in terms of different applications that are 

concurrently executing and contending for resources), Sesame supports so-called scenario-based DSE 

[Stralen and Pimentel 2013]. This scenario-based DSE recognizes different application workload scenarios 

that may be active in the system. 

In the scope of ALOHA, Sesame will be extended to allow for exploring the partitioning and mappings of 

deep learning algorithms for MPSoC target platforms. To this end, the DL algorithm descriptions (typically 

specified in some DSL provided by infrastructures as Caffe, Tensorflow, etc.) need to be translated into a 

dataflow model of computation (and more specifically, a Kahn Process Network) such that they can be used 

for applications models in Sesame. This work directly links to (and thus interfaces with) the work 

performed in KR4. Moreover, in that case, techniques for actor clustering / partitioning will be required to 

reduce the size of the mapping space. 

Market study and Competitors 

The best of our knowledge, there are no system-level modeling and simulation frameworks to perform 

systematic partitioning and mapping exploration of DL algorithms targeted for MPSoC platforms. 



ALOHA – 780788 

D6.1 Exploitation plan 

30 
Copyright - This document has been produced and funded under the ALOHA H2020 Grant Agreement 780788.  

Unless officially marked PUBLIC, this document and its contents remain the property of the beneficiaries of the ALOHA Consortium and may not be distributed or 
reproduced without the express written approval of the project Consortium. 

Added value by ALOHA 

The translation of DL algorithm descriptions into a dataflow model of computation already provides a clear 

added value since dataflow models of computation are typically used within the embedded systems design 

community and this may thus provide access to the wealth of embedded systems design frameworks. With 

the absence of proper support for systematic partitioning and mapping exploration of DL algorithms 

targeted for MPSoC platforms, an extended version of Sesame (as described above) will clearly provide a 

beneficial contribution to the DL and embedded systems communities.  

4.10 KR10: Architecture Optimization Workbench 

One of the natural options to perform DSE is to formulate DSE process as mathematical optimization 

problem, where one should optimize (minimize or maximize) system KPIs (objectives) which are functions 

of design decisions (decision variables) subject to possible design options and/or topologies and/or 

constraints on system KPIs (constraints). 

Market study and Competitors 

For DSE purpose, the modern optimization tools can be separated in two major categories: OR expert-

oriented tools, such as Cplex Studio 83  and Gurobi 84 , and Systems Engineers-oriented tools. The main 

advantage of the tools from the first category is their scalability: once the DSE problem is modeled as 

mathematical optimization problem, these tools are capable to solve vary large problems with a huge 

numbers of decision variables and constraints. However, this scalability has its price: in order to use these 

tools there is a need of an OR-expert. Together with domain expertise, the OR-expert should transform the 

system model into one of the classes of mathematical optimization problems that are supported by the 

particular optimization solver.  Moreover, in this case, each change in the system model requires review of 

the corresponding mathematical optimization model and may also require sustainable changes of the model 

itself. Finally, set of optimal solutions obtained by solving optimization model should be translated back to 

the corresponding system model that generally requires additional effort.   

The main tools from the second category are: modeFrontier85, modelCenter86, Isight87, Pacelab Suite88, 

Pacelab SysArc89 , HEEDS MDO90 , OptiY91 , IOSO92 , Nexus93 , Kimeme94 , and Optimus95 . These tools are 

designed for Systems Engineers to incorporate models defined in different tools in order to perform DSE 

and using black box / simulation-based optimization (BB/SBO) techniques. However, these tools cannot 

optimize complex systems with large number of parts and/or big numbers of possible topologies by 

following reasons:  

                                                             
 

 

83 Cplex Optimizer, www.ibm.com/software/commerce/optimization/cplex-optimizer/ 
84 http://www.gurobi.com 
85 https://www.esteco.com/modefrontier 
86 https://www.phoenix-int.com/product/modelcenter-integrate/ 
87 https://www.3ds.com/products-services/simulia/products/isight-simulia-execution-engine/ 
88 https://www.txtgroup.com/markets/solutions/pacelab-suite/ 
89 https://www.txtgroup.com/markets/solutions/pacelab-sysarc/ 
90 https://www.redcedartech.com/index.php/solutions/heeds-software 
91 http://www.optiy.eu/ 
92 http://www.iosotech.com/ 
93 http://www.nexus-hk.com/en/index.html 
94 https://en.wikipedia.org/wiki/Kimeme 
95 https://www.noesissolutions.com/our-products/optimus 
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1. Simulation-based techniques typically require long run time in case of multiply choices. In fact, 

for each possible part and for each possible topology one must run a new simulation. Statistical 

methods offered by software can’t be useful to reduce number of possible solution because of 

combinatorial nature of problem. This can lead to unrealistic long run-time even on very 

powerful servers. 

2. Usage of heuristic algorithms effect on the quality of the obtained solution. In case of very big 

number of possible candidate solutions, this can lead to tradeoff between run-time and quality. 

One trying to reduce runtime (which is also affected by simulation nature of software) can obtain 

solution, which is very far from optimum. 

3. Software is not suitable to create optimal system topology. It is possible to manually define set 

of optional system topologies and run software sequentially over all set of topologies to obtain 

best one. This can tend to various types of problems (for example, optimal system topology can 

be not included in set of testing topologies by some reason). This approach can be further 

augmented by automatic generation of optional system topologies, but that would require a 

special program to create the alternatives, and a set of topological rules (in an arbitrary suitable 

language) that will serve as input to the program. Such generation is not a simple task by itself. 

4. Constraints are checked sequentially. It could be hard to find feasible solution. The first feasible 

solution could be far from optimum. 

5. Usage of "white-box" parts of the model is not possible and therefore there is no usage of 

problem structure. Standard MILP96 and MIQCP97 solvers not used, and its usage are not possible 

under these settings. 

To the best of our knowledge, Architecture Optimization Workbench (AOW) is a single exclusion from this 

list that utilizes advantages from both categories of tools. AOW is described in [Broodney et al. 2012], [Masin 

et al. 2013], and [Masin et al. 2014]. AOW uses a unique combination of modelling approach, sound software 

engineering and state-of-the-art mixed integer linear optimization technology. Thus, it is the only existing 

tool that allows multi-objective optimization of system’s architecture topology using the strongest existing 

solvers, such as Cplex. Using AOW, engineers have the ability to evaluate hundreds to millions of potential 

architecture configurations in a matter of hours and to be able to support the architectural decisions with 

quantifiable benefits in driving cost and performance benefits for the program. The rest of the existing 

engineering optimization tools, being an assortment of domain specific solvers or search techniques run in 

sequence, are best suited for optimization of design parameters of a known architecture. Albeit it is 

theoretically possible to parameterize the entire architectural design space and utilize such a solution, 

either the runtime will be considerably longer, or the solution will be sub-optimal compared to AOW. 

In the AOW, the system engineer can rapidly create the necessary system architecture, satisfying all 

functional and technical constraints needed to achieve the specified goals. Using standard SysML with the 

concise profile described above, the system engineer can model the composition rules (also known as 

architectural patterns, or templates) of the required functional and physical system structures and relations 

inside (data flow, energy flow, etc.) and between them (potential mapping between functions and physical 

components). In Rational Rhapsody98 this approach immediately allows linking the functional models to the 

                                                             
 

 

96 https://en.wikipedia.org/wiki/Integer_programming 
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98 Rational® Rhapsody, http://www-01.ibm.com/software/awdtools/rhapsody/ 
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requirements in DOORS. The potential physical components are imported from a library, along with 

geometrical data, if relevant for the use case. Currently, AOW is integrated with MS Excel99 and Pacelab 

Suite100. The optimization goals are specified as SysML constraints or Parametric Diagrams [Masin et al. 

2014].  The tool uses all the inputs above to automatically generate a mathematical optimization program 

in OPL language [Hentenryck 1999] and the IBM Cplex solver. The AOW can be extended to produce 

optimization models in other languages, such as AMPL101, to use with other solvers. Since there are multiple 

and usually conflicting goals, the optimization finds diverse Pareto optimal solutions (solutions where no 

goal can be improved without adversely affecting another). This is the maximum that can be done 

automatically before the final human decision. The results of the optimization are back-annotated into the 

SysML tool for the engineer to review. The AOW interface enables: importing and editing of the data, adding 

constraints and objectives, and managing the optimization runs, including viewing the results, and 

exporting them to the follow-on processes. 

Added value by ALOHA 

In ALOHA we extend AOW to connect DL architecture with target computing architecture for fast and 

optimal DSE of both with mapping of DL elements to physical modules. 

4.11 KR11: Automated adaptive middleware generation/customization 

Technical innovation 

WP4 will develop a utility automating the generation/customization of a runtime environment, 

implementing optimal management of the architecture described by an adequate model, that will reduce 

power consumption and improve performance considering the specific features of the target architecture 

and using the related architecture management knobs available at runtime. 

Market study and competitors 

Domain Specific Language and tools at the state of the art (such as Caffe2, Pytorch, Tensorflow, Keras) are 

usually suitable to be connected to a middleware library and/or a set of lower-level primitives that 

implement the porting of the described algorithm to various types of computing platforms, but support is 

mainly limited to CPUs and GPUs and there is no specific support for adaptive management. 

Platform vendors provide proprietary middleware implementations to ease development for their 

platforms. However, they do not provide adaptivity/reconfiguration support or power-/energy-related 

optimization. Such middleware libraries will be used as baseline support for aloha’s approach when 

targeting the related platforms 

Added value by ALOHA 

From the point of view of the architecture model, tool-based approaches will be drastically innovated with 

the introduction of architecture awareness. ALOHA will not only dispatch the processing tasks to a pre-

defined set of processing elements (abstracted by a standard OS), but will also automate an application-

aware mapping that will consider the specific features of any custom heterogeneous, accelerator-endowed 

                                                             
 

 

99 MS Excel, https://products.office.com/en-us/excel 
100 Pace Lab Suite, http://www.pace.de/products/preliminary-design/pacelab-suite.html 

101 AMPL, http://www.ampl.com/ 
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architecture, provided that its features are adequately described to the tool flow.  

The approach in ALOHA will be able to capture different operation modes of the DL algorithms, thereby 

allowing to make runtime trade-off choices regarding various extra-functional properties such as system 

performance, energy consumption, precision, improving significantly the overall quality of the system. 

4.12 KR12: Other key exploitation items: Reference platforms  

Technical innovation 

To generalize the assessment of the project outcomes to the wide landscape of emerging low energy 

customized and heterogeneous platforms, ALOHA will be tested considering two main platforms as 

reference:  

• STMicroelectronics Orlando: a low-power IoT end-nodes integrating specialized hardware blocks 

for specific compute-intensive data processing [Desoli et al. 2017]. 

• NEURAghe: a zynq-based heterogeneous architecture accelerating convolutional neural networks 

[Meloni et al. 2017]. 

Market study and competitors 

Each reference platform serves in the project as an example target platform stressing toolflow capabilities 

of capturing heterogeneous processing systems. The project does not plan to specifically advance state of 

the art in architectures for deep learning processing, but rather to support the widest possible landscape of 

target architectures, to ensure the toolflow to be beneficial for most of newly appearing heterogeneous 

platforms embedding deep learning support. 

Added value by ALOHA 

The ALOHA toolflow will significantly improve the efficiency of systems based on the reference platforms 

and drastically reduce the related development costs. Thus, the availability of such a toolflow will foster 

their adoption of this platform by the community. This will result in commercial advantage for ST and in an 

extended ecosystem for NEURAghe, prospectively bringing to furtherly improved scientific knowledge in 

the field and related publication track.   
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5 Exploitation strategy 
In this Section we will describe how each partner of the ALOHA consortium is planning to exploit the results 

obtained. 

5.1 Exploitation of the ALOHA tools through the use case providers 

5.1.1 PKE 

PKE is responsible for the surveillance use-case. ALOHA provides PKE with the means to boost results while 

keeping the efforts for building specific solutions for the PKE customers low. More specific, PKE will be 

dealing with surveillance for critical infrastructure such as banks and prisons. In this sense, PKE wants to 

improve our video-based detection systems by applying deep learning algorithms to produce reliable 

results that provide a high level of security for their customers. In the ALOHA project PKE will be specifically 

dealing with object detection with the purpose of identifying for instance the presence of intruders in high 

security areas. For that, PKE intends to use the toolflow (KR1) as a tool set or if needed its component tools 

as standalone applications. 

Moreover, one of the goals in the project ALOHA is to speed up our ability to extend our video-based 

surveillance product portfolio to match increasing market needs. PKE wants to use the ALOHA tools to 

develop a dynamic and efficient workflow for generating new solutions or adapting existent ones to our 

customer’s needs. PKE intends to use the ALOHA toolflow to overcome the expensive and time-consuming 

task of Deep Learning architectural design, hyperparameter tuning, training and evaluation of models. PKE 

is also interested in the ability of the toolflow to shorten the development time of products based on 

embedded hardware platforms and edge computing. For instance, the major smart camera manufacturers 

like Bosch and HikVision are about to integrate neural computing chips into their models. PKE wants to use 

the toolflow to help the development of Deep Leaning based object detection on such devices. 

Other tools developed in the ALOHA project may be interesting for PKE. Either being part of the tool flow 

or as standalone applications, such tools may be integrated in our workflow. For instance (KR2) and (KR3) 

may be helpful in developing and evaluating efficient algorithms building a reference for industrial-

standard applications and (KR7) may help on developing better datasets. 

5.1.2 MaxQAI (former Medymatch) 

This use case refers to Medical Device Industry, where DL is used for medical diagnostics and decision 

support tools. MaxQAI (former MedyMatch), responsible for this use case, is developing an AI decision 

support platform for the acute care ER setting. 

MaxQAI is mainly focused on critical decisions in the emergency room / acute care space and develop a deep 

learning platform to support AI bedside clinical decision making for a wide variety of acute care scenarios. 

Seamless integration shall be achieved by deploying our application into existing host CPU systems without 

compromising on latency performance on every environment. ALOHA toolflow shall play a significant role 

in here. A fast transition of next application from research training environment into production platform 

is another challenge ALOHA toolflow can assist. Thanks to DL, MaxQAI believes that decision support tools 

will become a mandatory extension of any ER physician. 

Within the ER, real-time decision making and therefore processing time is crucial. Achieving performance 

acceleration on any HW architecture upon utilizing the ALOHA toolflow (KR1) is a crucial need of MaxQAI 

‘s platform. Additional performance improvement can be achieved by DNN approximation tools (KR2, KR3, 

KR8) using pruning and quantization techniques on our net when possible without any degradation in 

accuracy. 
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Using the ALOHA tool flow (KR1), MaxQAI also intends to make designers’ life easier allowing them fast 

conversions of a new application from diverse training framework environments to inference on existing 

MaxQAI platform. 

To expand our applications for use in new markets (such as in energy-starved field operations in military 

environment, mobile stroke units or developing countries) adopting automatic generation of runtime 

environment (KR11) can reduce power consumption and improve performance on the target architectures 

that may be more suitable for those scenarios. 

Security is an essential part of the regulatory standards of the medical device industry. The security 

evaluation tool (KR6) can reduce classification errors in the acute care environment both on inputs 

maliciously perturbed, and those that comprise of medical imaging artifacts.  

Labeled medical images are expensive and it is all about harvesting the “right data” to accelerate continuous 

learning. Leveraging the dataset bias detection tool (KR7) can contribute tremendously for that need as well 

as assist us in selecting a balanced train set. 

5.1.3 REPLY 

This scenario refers to Smart Industry, where DL is used for speech recognition. REPLY, responsible for this 

this use case, plan to develop an embedded speech recognition system that would activate/deactivate PLC-

controlled tooling machinery in an industrial environment, without relying on a cloud backend. 

Using the ALOHA tool flow (KR1), REPLY intends to make designers life easier allowing them to characterize 

and deploy an embedded voice recognition system capable of natural language processing in critical 

scenarios, such as an industrial application where real-time processing is mandatory to enable fast and safe 

human-machinery interaction.  

In particular the availability of techniques and tools for parsimonious inference (KR2, KR8) could be 

beneficial to accelerate the application of DL technology to voice recognition for smart industry.  

For this use case it is also interesting adopting automatic generation of runtime environment (KR11) that 

reduce power consumption and improve performance on the target architecture. 

In the ALOHA project REPLY intends to overcome these limitations by leveraging on DL algorithms. DL 

seemed to have finally made speech recognition accurate enough to target not strictly controlled 

environments. Thanks to DL, speech recognition may become the primary interaction way among human 

and computer, or machinery as in the given scenario. 

5.2 Exploitation of the ALOHA tools 

5.2.1 Open source exploitation 

The ALOHA consortium is adopting an open source strategy as one of the main ways to exploit project 

results. The ALOHA tool flow will be comprising several modules/tools (produced as the outcomes of WP2, 

3 and 4, integrated by WP1). These include design and programming tools, algorithms, and optimization 

engines developed by the partners in the consortium.  

Several of these modules, constituting key exploitation results of the ALOHA project, will be made available 

as open source, offering the possibility to internal and external entities to reuse these modules. Moreover, 

the advancements of the NEURAghe platform constituting one of the reference designs of the project will 

also be released as open source. 

The following table summarizes all Key Results that will be released as open source, along with their main 
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contributors and their licensing characteristics. 

Table 2. Key results released as open source. 

Key Result # Main Contributors Licensing 

KR2 ETHZ Release as open-source under a liberal license (BSD, 
Apache, or equivalent) on a public server; submission of 
pull requests for integration of relevant code in the main 
PyTorch or TensorFlow GitHub repositories. 

KR3 ETHZ Release as open-source under a liberal license (BSD, 
Apache, or equivalent) on a public server; release of all the 
pretrained weights as open data. 

KR4 UL, UvA Release as open-source software under a permissive 
software license (BSD-style license) with minimal 
requirements about how the software can be used and 
redistributed. 

KR5 UL, UvA, SCCH Release as open-source software under a permissive 
software license (BSD-style license) with minimal 
requirements about how the software can be used and 
redistributed. 

KR9 UvA Release as open-source software under a GPL v2 (or 
higher) license. 

KR11 UNICA, ETHZ Release of NEURAghe and generic reference boards as 
open-source under a liberal license (BSD / Apache) 
accompanied with the NEURAghe platform. 

KR12 UNICA, ETHZ Release as open-source under a liberal license (BSD / 
Apache). 

 

5.3 Industry exploitation plans 

5.3.1 STM 

The exploitation plan for STMicroelectronics involves mainly the use of the AI processors in vertical 

applications, as a basis to accelerate the CNN computation on the edge for real time requiring use cases. The 

demonstration of the SoC capabilities in the project will be the basis for the definition of the potentiality of 

the platform in other contests.  

The integration of the ST platform with the CNN development toolchain will speed up the implementation 

of new applications and the deployment of our products is new market segments. 

Regarding the support of Key Results, the ST platform, as heterogenous processor that accelerates CNNs, is 

the base support for the results in terms of adaptation of tool flows to the specific architecture. 

5.3.2 CA Technologies 

CA Technologies is initially interested in exploiting the ALOHA Tool Flow (KR1) and the security tools (KR6 

and KR7). 

The ALOHA Tool Flow will be developed following Agile principles. CA Technologies is a worldwide 

reference in Agile software development methodologies through market-leading products such as CA Agile 
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Central102. In this sense, the results from ALOHA will be exploited internally to generate an impact in the 

business unit that is developing this product, by adding support to the specificities of developing DL 

solutions for IoT devices. In this sense, CA plans to contact expert Agile coaches within CA to give us 

feedback and to support us through the development of the Tool Flow. 

Security is one of the four pillars of the Modern Software Factory103 and core to CA’s business. CA plans to 

expose the security tools developed in ALOHA (KR6 and KR7) to the Security BU, engaging them from the 

beginning to maximize the impact that these tools can have in real use cases. 

Security is a foundation of trust and, in CA’s case, a foundation of digital trust. CA envisions creating a set of 

tools that can help its clients overcome the fear that AI may cause due to malicious or just unethical use. A 

key threat to AI systems is the data that they rely on, so that unethical behaviours that may exist in the input 

data will be part of the AI system and will be probably magnified. Thus, CA plans to exploit KR7 in a 

transversal manner throughout its different products so that input data reflects ethical values that are then 

built into the AI systems. 

Jarvis104 is CA Technologies’ analytics platform offered as a product from CA Technologies portfolio.  It was 

created to help companies accelerate their analytics-driven goals to achieve better business decisions by 

offering data science tools and machine learning techniques to large, diverse data sets in a seamless way. 

With all those considerations, CA Jarvis can directly consume part of the key results of the ALOHA project 

in multiple ways. More precisely, (KR7) might be used to enhance built-in data analysis of the product, the 

whole toolflow (KR1) might be also of interest to assist in the process of selecting the most appropriate 

deep network architecture to solve a given problem, whereas more specific high level deep learning results 

(KR2, KR3, KR4, KR5) could also be included in the product enriching it with new capabilities in the area of 

deep learning. 

Finally, CA plans to use the results of the ALOHA project to support CA Accelerator program in the office of 

the CTO105. Most of the current start-ups within the accelerator already make use of DL, being perfect 

beneficiaries of the ALOHA Tool Flow. Moreover, some of these start-ups have a business model where data 

plays a pivotal role, such as Whozoo106 , and where the bias detector (KR7) can provide a competitive 

advantage. 

The recipients listed above are the initial beneficiaries of ALOHA that CA has been able to identify in this 

early stage of the project. Nevertheless, CA will proactively keep looking for further opportunities to exploit 

all the tools developed in ALOHA. 

5.3.3 IBM 

IBM will release KR10 with a permissive open source license (e.g., BDS / Apache) in GitHub (or similar). 

IBM also intends to use the new functionalities offer by KR10 in different IBM services. In just published 

IBM IoT blog “A guide to Edge IoT analytics” on February 23 2018107, an edge computing architecture is 

                                                             
 

 

102 https://www.ca.com/ar/products/ca-agile-central.html 
103 https://www.ca.com/us/modern-software-factory.html 
104 https://www.ca.com/us/products/ca-jarvis.html 
105 https://www.ca.com/us/company/innovation/ca-accelerator.html 
106 https://www.whozoo.io 
107 https://www.ibm.com/blogs/internet-of-things/edge-iot-analytics/ 
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described to support AI services distributed between cloud, gateway and edge devices. The AOW extension 

in KR10 could be an important component of these services. 

5.3.4 IL 

As indicated in a preliminary market analysis carried out by IL, there is an absence of automated tools for 

the optimization of network models, which cast the development of such solutions an exotic option, strongly 

discouraging industrial players to follow a path that could offer a better level of optimization to the final 

product deployment.  

To this end, Irida Labs, plans to implement and market KR8 as a tool for post processing of ConvNets so to 

be automatically pruned or transformed to a dynamically pruning structure in the way described above.  

In addition, IL will consider partial exploitation of elements or ideas related to the key exploitable results 

KR1 and KR2. This will be considered as additional features to the basic optimization tool and will develop 

plans for the automated embedded code toolchain implementation.   

5.3.5 Pluribus One 

Pluribus One plans to implement and open source KR6 as a library for assessing the security of deep 

learning algorithms and develop suitable mitigation strategies. This library can be then exploited as a 

fundamental asset in its commercial products towards the development of safe and explainable deep 

learning technologies for cybersecurity. Pluribus One is also currently developing a solution for the 

detection of phishing attacks, which aims to distinguish phishing webpages from legitimate ones based on 

their textual and visual content. The service is currently being developed as a cloud solution to analyze the 

webpage content in nearly real time. The possibility to exploit a deep-learning module running locally on 

the device (as in the case of mobile or IoT devices) would thus offer the possibility to run a complementary 

analysis directly on the embedded device. Thus, regarding the exploitation of the project outcomes, Pluribus 

One also foresees the development of cybersecurity solutions based on deep learning algorithms that can 

also execute partially or complementarily on mobile and embedded devices. 

5.4 Academic exploitation plan 

The ALOHA Key Results (KR4, KR5, and KR9) jointly developed by academic partners UL and UvA will be 

used for lectures and lab assignments within the Embedded Systems and Software master courses given at 

both universities. In addition, KR4, KR5, and KR9 will be used for thesis topics proposed to Master/Bachelor 

students to integrate these key results in the open source DAEDALUS framework (http://daedalus.liacs.nl/) 

in order to extend the applicability of the existing HW/SW co-development methodologies for embedded 

systems-on-chip to DL applications. 

ETHZ plans to exploit KR2 and KR3 for further research on deep learning applications targeted to ultra-low 

power embedded systems, including research performed in teaching activities such as semester projects 

and master theses. 

The reference platforms and the related middleware (KR11 and KR12) will be exploited by ETHZ and UNICA 

in research and teaching activities, including both student projects (group/semester projects and master 

theses) and teaching in the master-level courses provided by their institutions. 

As discussed in more detail in D7.2, ALOHA partners have experience organizing conferences, tutorial and 

summer schools and intend to exploit all the ALOHA results in these events. UniSS and UniCA plan to use 

the ALOHA tool flow (KR1) in seminars and training sessions with the technical staff of local SMEs and start-

ups located at Porto Conte Ricerche (local centre of the Sardinian Science and Technology Park) and 

CUBACT (the technology incubator of UniSS). Moreover, there are already Master and Ph.D. theses planned 
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to address ALOHA research challenges. 

5.5 RTO exploitation plan 

5.5.1 SCCH 

SCCH focuses on the exploitation of methodological results, tools and workflows for the efficient synthesis 

of trustworthy DL models mainly related to KR1-KR8.  

From the point of view of scientific exploitation, the main interest relies on techniques for efficient hyper 

parameter optimization (KR5), DL model synthesis from pre-trained building blocks (KR5) and model 

quality assurance in this context (KR6, KR7). In particular, SCCH will exploit the envisioned ecosystem of 

tools for CNN-to-DataFlow conversion (KR4) and evaluation techniques of KR6 and KR7 for automating and 

augmenting analysis steps within SCCH’s research on transfer learning and DL model quality diagnosis. For 

this purpose, these tools and the corresponding workflows will be integrated into the DL model synthesis 

environment of SCCH and made accessible to its academic as well as industrial research partners.  

Beyond that, at the application level, SCCH will focus on exploiting the ALOHA Tool Flow (KR1) and pruning 

techniques for parsimonious inference (KR2, KR8) by integrating these tools in SCCH’s model development 

environment addressing: 

• DL-based behavioral analytics in mobile and security surveillance environments (see also surveillance 

use case in collaboration with PKE); 

• DL-based hybrid models in medical applications e.g. for calibrating ultrasonic fetal brain image data, 

and 

• transfer learning-based quality inspection systems for small lot-size problems in the manufacturing 

industry. 
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6 Exploitation-oriented communication and dissemination activities 
During the first four months of the ALOHA project, the consortium has not been able to present and exploit 

our POCs and tools, but the partners have been able to present our ideas and get feedback in different 

events. 

Figure 7 presents the past and future events where the members of the consortium may present ALOHA. 

 

Figure 7. Exploitation-oriented events for ALOHA 

6.1 Past events 

6.1.1 Mobile World Congress 

During the end of February and beginning of March, CA and STM attended the Mobile World Congress in 

Barcelona (Spain). This event is the most important mobile technologies trade fair in the world. Both ALOHA 

partners took advantage of their presence in the event to discuss ALOHA research and potential outcomes 

with clients, partners and peers. 

6.1.2 DATE Conference 

In March, UNICA attended the conference Design, Automation & Test in Europe that took place in Dresden 

(Germany). This event is the most important trade show and a technical conference on electronic system 

design and test in Europe. UNICA took advantage of the HiPEACH (European Network on High Performance 

and Embedded Architecture and Compilation) booth to discuss the ALOHA approach and its potential 

outcomes with designers, researchers and the main important vendors of tools for the design, development 

and test of Systems-on-Chip, IPs, Embedded Systems, ASICs and FPGAs. 

6.1.3 Automation & Testing, 12th edition 

REPLY attended the Automation & Testing trade fair, which is dedicated to Industry 4.0, testing and 

measurements, innovative technologies, and robotics. The event took place in April in Torino (Italy). REPLY 

attended the event to gather contacts and present ALOHA and Industry 4.0 use case to selected company 

decision-makers and technical managers from the target market. 
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6.2 Future events 

As mentioned before, Figure 7 presents the events related to ALOHA where partners may attend during the 

rest of 2018. Moreover, some partners such as IL have already expressed their interest in exploiting ALOHA 

in B2B company meetings in Europe, Asia and U.S. 

6.2.1 CA Built to Change Summit 

CA Technologies is pushing to position itself as an industry innovator and a thought leader. CA’s Office of 

the CTO promotes research and the Strategic Research team as a major component of the innovation and 

thought leadership. CA’s Strategic Research is the team that partners with the ALOHA project. 

CA Technologies “Built to Change” Summit is a world-wide press event hosted by CA and conducted by CA’s 

CEO Otto Berkes. This event typically attracts 25 reporters, analysts and influencers from major journals 

and Silicon Valley to share the next wave of innovations that CA is bringing to market.  

For the Built to Change Summit in June 2018, CA Strategic Research will present some of its most innovative 

projects. The ALOHA project will be one of five projects being presented. This will be a high impact event 

and a great opportunity for ALOHA. 
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7 IPR management 
At the moment of writing this deliverable the Consortium Agreement was not signed. Consequently, the 

rules for managing intellectual property were not final. 

Table 3 includes the initial IPR (Intellectual Property Rights) principles for each ALOHA key exploitable 

result, including the main partner or partners that will lead their exploitation. 

Table 3. IPR principles for the KRs. 

Key result 
Main WP 
involved 

Main 
partner(s) 
exploiting 

IPR 
Principles 

KR1: ALOHA tool flow WP1 CA Open source 

KR2: DNN approximation tool for parsimonious 
inference 

WP2 ETHZ Open source 

KR3: Approximated DNNs for industry-standard 
benchmark problems 

WP2 ETHZ Open source 

KR4: CNN-to-DataFlow model conversion tool WP2 UL and UvA Open source 

KR5: DL algorithm configuration tool WP2 UL, UvA and 
SCCH 

Open source 

KR6: Security evaluation of deep neural networks and 
mitigation strategies 

WP2 P-ONE Open source 

KR7: Dataset bias detection WP2 CA Commercial 
license 

KR8: Post-Training tool for Parsimonious Inference WP3 IL Commercial 
license 

KR9: Sesame tool for application partitioning & 
mapping exploration 

WP3 UvA  

KR10: Architecture Optimization Workbench WP3 IBM  

KR11: Automated adaptive middleware 
generation/customization 

WP4 STM and 
UNICA 

Open source 
for 

NEURAghe 
and generic 

reference 
boards 

KR12: Other key exploitation items: Reference 
platforms 

WP4 STM and 
UNICA 

NEURAghe 
open source 
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8 Standards landscape 
The first standardization committee to mention is the ISO/IEC JTC 1/SC 42108. It represents the first attempt 

to look at the full AI ecosystem and its first meeting will take place in end April 2018. Two standards are in 

preparatory stage under this secretariat: 

• ISO/IEC AWI 22989: Artificial Intelligence Concepts and Terminology. 

• ISO/IEC AWI 23053: Framework for Artificial Intelligence (AI) Systems Using Machine Learning 

(ML). 

Regarding surveillance there are many relevant standards, though most of them are out of scope for a 

research project as they apply either to actual project installations or are detailed specifications of side-

aspects for a market-ready product. Nevertheless, it is important to keep them in mind for technical 

decisions in the project. 

• EN 62676-1-1:2014: This norm describes general system requirements for video surveillance 

systems (VSS). It includes requirements for image archiving, encryption and basic metadata. 

• EN 62676-1-2:2014: This part of the norm describes requirements to video transmissions. It 

particularly includes performance requirements like maximal delays.  

• EN 62676-2-1:2014 

• This norm describes IP device interoperability, it regulates general requirements. The norms 

62676-2-2 and 62676-2-3 are alternative implementations of it. 

• EN 62676-2-2:2014: This norm describes IP device interoperability based on HTTP and REST 

services. An implementation of this is PSIA109. 

• EN 62676-2-3:2014: This norm describes IP device interoperability based on web services. An 

implementation of this is ONVIF110. 

• EN 62676-3:2013: This norm describes various physical connectors and their signals, like analogue 

and digital video connectors. It includes for instance analogue video, DVI, RS-232 and SDI. 

• EN 62676-4:2016: This norm specifies rules for applying video surveillance for a specific project. 

Particularly important are minimal resolutions for various applications. Minimal resolution is a 

crucial parameter for designing deep learning-based image classifiers. 

• EN 50132-5-1:2011: This specifically describes requirements for network communication of CCTV 

systems, like streaming protocols (RTP, RTSP), network device management (SNMP) and 

rudimental security. 

• EN 50132-5-3:2012: This norm describes analogue video transmission and methods for checking 

and ensuring signal quality. It is therefore not relevant for modern surveillance systems. Digital in 

the sense of this norm only refers to non-compressed digital transmission to display devices like via 

DVI, HDMI and DisplayPort. 

• ISO 22311:2014: This norm describes interoperability of video surveillance systems, especially file 

and metadata formats. 

• VdS 2364:2006: This German norm describes user interface requirements for video surveillance 

systems, including particularly feedback on system reliability (reporting of faults). 

                                                             
 

 

108 https://www.iso.org/committee/6794475/x/catalogue/p/0/u/1/w/0/d/0 
109 Physical Security Interoperability Alliance, www.psialliance.org 
110 Open Network Video Interface Forum, www.onvif.org 
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• VdS 2366:2017: In this German norm requirements for applying video surveillance for a specific 

project are specified, it includes the same specifications for minimal resolutions as EN 62676-4. 

Several standards could be relevant to the Industry 4.0 use case. Here we list some:  

• Data Protection: Directive 95/46/EC. https://ec.europa.eu/eip/ageing/standards/ict-and-

communication/data/directive-9546ec_en  

• W3C EMMA: Extensible MultiModal Annotation markup language. http://www.w3.org/TR/emma/ 

• ONNX: Open Neural Network Interchange Format. http://onnx.ai/  

• OPC UA (IEC 62541). https://webstore.iec.ch/publication/25997 

Finally, the following medical standards are relevant to the medical use case:  

• ISO/IEC/IEEE 29148:2011, Systems and Software Engineering - Life Cycle Processes - 

Requirements Engineering 

• ISO/IEC/IEEE 24765:2010 – Systems and Software Engineering – Vocabulary 

• IEC 62304:2006, Medical Device Software – Software Life-Cycle Processes 

• ISO 9000:2005 Quality Management Systems- Fundamentals and Vocabulary 

• ISO 13485:2016 Medical Devices – Quality Management Systems – Requirements for 

• regulatory purposes 

• EN ISO 14971:2012 Medical Devices- Application of Risk Management to Medical Devices 

• UL 2900-1 general cybersecurity requirements for network-connectable devices. 
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9 Conclusions 
A successful exploitation of the results from ALOHA is one of the main aims of the consortium and is one of 

the 7 overall operational objectives that were defined in the Grant Agreement.  

This document has outlined the initial exploitation plans for the ALOHA project. All partners have 

contributed to shape the key exploitable results and to consider them for their individual exploitation plans. 

At the moment of writing this deliverable, we are at the end of M4 and, consequently, the contents presented 

in this document are still very initial and will probably change in the coming months as more details on the 

tools, architecture, research and use cases are available. Thus, a stronger and better-defined exploitation 

final report will be offered in D6.2 due M18, and the final results and considerations will be presented in 

D6.3 when the project will finish. 

This document has started by analysing the different markets that form the ecosystem where ALOHA is 

located. The different elements identified are markets that can be impacted by ALOHA or that can have an 

impact in ALOHA. This market study shows that there is room for the innovations that ALOHA will offer 

and, in addition, will serve as guide for future exploitation activities. Most of the markets identified are 

technology-based and, thus, there is a risk that changes happen quickly. In this sense, the partners will 

continuously monitor the market to detect new trends or new competitors so that the consortium can act 

accordingly as soon as possible. All the detected changes in the market will be added to the next exploitation 

deliverables. 

Considering the general market that influences ALOHA, the consortium has collected a set of key exploitable 

results that may be obtained from the work performed in the different WPs. These KRs clearly describe the 

innovation, the sub-markets that they consider and also the benefits that ALOHA offers. In addition, these 

KRs have been used as a basis to define the individual exploitation plans. It is worth reminding that these 

constitute early plans that will be better defined in the coming months and executed later in the project 

once the tools are ready. 

At this stage, very few events have been identified. We believe that the partners will be able to identify and 

attend more events when demonstrators or proof of concepts are ready, what will happen mostly once we 

cover the first half of the project. Nevertheless, the consortium will push to perform exploitation activities 

as soon as possible and with the materials that may be available. In this sense, D6.3 will collect all the 

activities performed in the first half of the project and will also include future opportunities that we may 

have found. 

Finally, some basic IPR principles and list of standards have been presented. Both concepts will be further 

detailed as the project progresses, and some standards will be monitored through ALOHA due to their 

potential impact. 

The ALOHA project is starting to gain momentum and we will clearly see an impact in its exploitation in the 

coming months. Several KPIs were already identified in the Grant Agreement, namely: 

• KPI5 - Integration of the project results in at least seven industrial products and development 
flows.  

• KPI6 - Number of downloads of the open source ALOHA software components.  
• KPI7 - Involvement of 10-30 external industrial users.  

We will carefully control these indicators since they will also allow us to control one of the risk identified in 

the Grant Agreement: (#8) Failure to exploit the project results. This may leady to an incomplete or 

unsuccessful exploitation and, although its impact would be high, we still believe that the probability is low 
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or even very low. The risk that other consortia develop competing solutions (#12) has a transversal effect 

in all WPs. In the case of WP7, the continuous market watch will allow us to detect any conflicting solution 

as early as possible so that the technical WPs can react and even pivot if necessary. 
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